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ARTIFICIAL INTELLIGENCE IN FINANCIAL SERVICES:
THE NEED FOR A CAUTIOUS REVOLUTION

Artificial intelligence is seeping into the financial sector with vague promises of renewal and
efficiency. It is neither a necessary evil nor a panacea, but a technological reality that we must
come to terms with. It is transforming finance, not on a whim, but out of necessity and opportunity.

Some fine promises...

Automation and sophisticated data analysis make fraud detection quicker, transactions more secure
and confidence more assured. Chatbots and other digital avatars are revolutionising customer
relationships by serving customers night and day. They personalise interactions, making each
service more adapted, more immediate. Robo-advisers are making investment advice accessible
to all, at a lower cost, with an almost artisanal precision.

... but not without challenges

Nevertheless, Al has its pitfalls. Ethical considerations are legion — confidentiality, equity,
transparency. The algorithms, as powerful as they are, can also get things wrong or worse, can
be discriminatory, if they are not scrupulously monitored and regulated. The financial sector, by
embracing Al wholeheartedly, must ensure that the technology does not become a Trojan horse,
introducing risks and inequalities in the guise of progress.

Ultimately, Al is a tool; it is up to us to decide how to use it. If we guide its development
wisely and cautiously, it can enrich and enlighten the financial sector; if we fail, it can just as easily
compromise it. Let’s take the reins of this revolution and choose the path of optimism and
responsibility.
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A PROMISING START

LightOn, a company established in 2016 in Paris,
has emerged as an innovative solution to the growing
challenge of handling big data. Its founders, Igor Carron,
Laurent Daudet and Sylvain
Gigan, three enthusiasts for
new technology, created the
start-up with the mission
to revolutionise the field of
artificial intelligence through
computational optics.

THE FIELD OF
ARTIFICIAL INTELLIGENCE

Since its creation,

LightOn has experienced

a precipitous rise marked

by several financing rounds - including a recent one that
managed to raise €30 million - and the continued expansion
of its research and development team.

THE MISSION
TO REVOLUTIONISE
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A DISRUPTIVE TECHNOLOGY

At the heart of LightOn’s offer is an optical technology
capable of high-speed calculations for large-scale data
analysis.

This technology uses
unconventional optical
devices to accelerate
machine learning
algorithms, offering
unrivalled energy efficiency
and speed.

What sets LightOn

apart is its capacity to
process information at light speed, literally, enabling
considerable advances in areas like artificial
intelligence and big data.

TRANSFORMATIVE APPLICATIONS

LightOn’s solutions can be applied in various sectors,
from finance to health, security and digital marketing.
For example, its technology has been used to improve
online recommendation systems, to optimise neural
networks for faster, more accurate medical diagnoses,
and to strengthen fraud detection algorithms.

Each application shows how LightOn’s speed and
accuracy can be used to transform business operations
and strategies.

ECONOMIC GROWTH AND EXPANSION

To sustain its strong growth, LightOn recently raised
over €30 million from well-known investors, who are
betting on its disruptive technology. This capital injection

aims to accelerate the start-up’s international development,
as well as to diversify its industrial applications.

FUTURE PROSPECTS

LightOn plans to expand its global footprint with
offices in North America and Asia and to continue
its research to remain at the cutting edge of optical
technology.

The start-up’s leaders are also optimistic that new
applications will emerge, particularly in the areas
of industrial automation and intelligent mobility.

LightOn is therefore more than just a technology
company; it is at the forefront of a revolution that may
well redefine the way we manage and analyse data in
the digital age.
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The emergence of generative Al presents a significant global challenge, catalysing
considerable investment by major public and private players. Though foundation models
such as those developed by OpenAl and Mistral are arousing great enthusiasm among the
public and corporates alike, Sundar Pichai, CEO of Google, notes, ‘Chips and hardware
represent the invisible infrastructure of the Al era, on which the whole of modern technology
rests.” His words highlight the critical importance of the underlying infrastructure, often eclipsed
by the more visible applications of Al.

Let’s investigate the key components of this value chain to untangle the knot of players,
the economic dependencies and the geopolitical issues shaping the future of generative Al.

CHIPS, AT THE HEART OF GENERATIVE Al AND
A CRITICAL PIECE ON THE GEOPOLITICAL CHESSBOARD

The electronic chip is the fundamental component of generative artificial intelligence.
Initially the fruit of technical wonders, it now represents an issue of global power and shapes
global economic strategies.

China holds a dominant role in the supply of silicon and rare-earth elements, which
are essential to the production of semiconductors. Controlling 85% of the rare earths
processing market, the country uses its monopoly strategically to influence the global
market, particularly in response to protectionist policies like those of the United States,
which have seen restrictions placed on germanium and gallium exports.

The Dutch company ASML reigns over the market for extreme ultraviolet (EUV)
lithography machines, essential to etching circuits of less than 10 nm on microchips. Just
one such machine is a veritable colossus, weighing some 150 tonnes, sent in 13 containers
and then assembled by 250 engineers for at least six months! This technological monopoly
places ASML at the centre of geopolitical debates, particularly as part of the import
restrictions imposed by the United States on China, highlighting the crucial importance of N _‘ [
these technologies in international relations. % ' \ ‘ ; . -

Printed circuit board







Nvidia, the US giant, is at the forefront of the design of specialised chips (graphics processing units — GPUs), with
innovations pushing artificial intelligence to new heights. In 2023, the company generated record revenues of $49 bhillion,
testament to the fundamental impact of these technologies in the semiconductor sector and strengthening America’s
position in global technological competition. The company’s latest innovation, the Blackwell platform, represents a
leap forward in the calculating capacity for generative Al, capable of managing large language models with trillions of
parameters with improved energy efficiency and considerably reduced costs.

The CEO of Nvidia summarised the situation well:

‘THERE IS WATER, THERE IS AIR
AND THERE IS TSMC.’

TSMC’s leadership in the manufacture of advanced microchips is undeniable. Controlling 90% of the market for 3 to 7
nm chips, TSMC symbolises Taiwan’s supremacy in this field. TSMC’s 3 nm manufacturing technology is particularly
noteworthy and should generate more than 20% of the company’s revenues in 2024. Against this domination, the
American Intel is making considerable investments to rival with TSMC, specifically more than $100 billion in the
next five years to extend its manufacturing and research capacities in the US.

THE VERTICAL INTEGRATION
STRATEGY OF TECH GIANTS

Vertically integrated cloud companies — known as hyperscalers — like AWS, Google and Microsoft are Nvidia’s largest
customers. The fact is that cloud infrastructure is at the heart of generative Al, providing the calculation and
storage resources necessary to train, deploy and develop these intelligent systems. At the same time as shaping the
development of the generative Al application ecosystem, these players are looking to move up the value chain and integrate
the critical elements of their technological infrastructure.

THE MAIN COMPANIES BEHIND GENERATIVE Al
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To reduce their dependence on others, these tech giants
have started creating their own semiconductors. Google
has launched its own chips dedicated to generative Al,
known as TPUs, whilst Amazon has deployed its own
Graviton chips to optimise the energy efficiency of its
infrastructure. Microsoft is intensifying its efforts to
develop alternatives to Nvidia by making considerable
investments.

Even Apple has taken significant steps towards vertical
integration by developing its own material components,
such as the Apple Silicon chips, thus reducing its
dependence on external suppliers like Intel and Samsung.

Such developments make it possible for hyperscalers
to strengthen their positions on the market by offering
technological solutions that are closely integrated and
optimised for their services.

To answer the extreme growth in energy requirements for
data centres, tech giants are adopting strategies with a
central focus on nuclear power. These investments are
earmarked for the purchase of land around nuclear power
stations, the construction of new infrastructure, and
partnerships with existing energy companies. Amazon
has acquired a data centre powered entirely by a nuclear
power station in Pennsylvania, as part of a $650 million
deal with Talen Energy. Microsoft also has a clear
strategy in the development of small modular nuclear
reactors (SMRs) to improve its own energy efficiency but
also to potentially offer these solutions to other energy
suppliers around the world.

The crucial importance of generative Al for GAFAM
products is driving them to invest heavily in start-
ups offering the most effective foundation models
(a foundation model uses its acquired knowledge to
generate original new content).

This strategy has led to the concentration of the
industry around a small number of powerful players,
which, endowed with significant capital, are shaping
the development of generative Al. As a result, the Al

industry is characterised by significant transactions
that illustrate the centralisation of power and the
concentration of the market. By controlling the foundation
models, these influential players ensure not only a
technological lead but also a decisive influence on the
future direction of generative Al.

Microsoft has invested more than $13 billion in OpenAl
to acquire a 49% stake. This strategic investment will
enable Microsoft to integrate OpenAl’s technologies into
its Office suite. Amazon, meanwhile, has committed
up to $4 billion to Anthropic, a start-up specialising in
the development of chatbot models like Claude. Apple
acquired up to 32 Al start-ups in 2023, more than any
other tech giant.

NEW DEPENDENCIES,
NEW CHALLENGES

The concentration of the generative Al market in the
hands of a few tech giants presents major challenges for
global businesses and organisations. By controlling the
key resources needed to develop Al, these companies
can potentially limit access to the technologies needed
by other players, thereby holding back innovation in other
sectors or geographies.

The situation could also lead to anti-competitive
practices, where hyperscalers exploit their dominant
positions to establish unfavourable market conditions
for challengers and reinforce their monopolies.

This reality poses major strategic challenges for
regulators and policymakers, who must find ways
to encourage healthy competition whilst promoting
innovation and fair access to cutting-edge technologies.
For Europe and other regions seeking to strengthen their
technological autonomy, it is becoming imperative to
develop viable alternatives and support infrastructures
that enable greater diversity in the development of
generative Al.

This can include diversifying technology suppliers,
investing in open or interoperable technologies, and
participating in industry alliances that can offer some
leverage against the dominant powers of the tech giants.
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A cartoon shows two individuals facing a computer surrounded by hundreds
of servers, with ‘Al’ written on the screen. One of the characters says: ‘And how
are we going to find enough electricity for all this?’ The other replies, staring

at the screen: ‘All we have to do is ask.’

This humorous illustration by the cartoonist
Kak accompanies an article published on 9 April
by L’Opinion, whose headline sums up what is
at stake: ‘Hello progress? This is Earth. Too fast,
too far, too hard: technological advances consume
a lot of electricity, rare metals and land... without
any thought or planning. It’s not too late to put
things right.

This materiality of Al and its environmental
impact is emphasised by the main parties
involved themselves. Sam Altman, founder of
OpenAl, said at the recent Davos Summit' that ‘a
major breakthrough in energy is needed’ because
‘it’s absolutely right to say that Al is going to need
a lot more energy.’

Bill Gates concurred, mentioning a ‘dizzying
amount of energy required’, with electricity
being ‘a key variable in the profitability of a
data centre.’

In total, Al could consume 85 to 134 TWh
of electricity in 2027, equivalent to the
consumption of Argentina or Sweden.?

This raises serious questions about the
compatibility of the development of Al with
the energy transition.

In terms of opportunity, this issue is at the heart
of one of the recommendations in the report
‘Al: Our ambition for France’ submitted by the
Artificial Intelligence Commission to Emmanuel
Macron in March.

" The last World Economic Forum in Davos was held from 15 to 19 January 2024.

2 AVries, “The growing energy footprint of artificial intelligence”, Joule, 2023.

Sophie Chassat
Senior VP Sustainability,
Accuracy

Given that France is lagging far behind in the development
of Al but is a leader in the environment and low-carbon energy,
with world leading companies like Suez, Veolia, Saur, EDF, Engie,
Sonepar, Rexel, Schneider and Legrand, the report recommends
adopting a specialisation strategy. ‘To think that the only option
(when it comes to Al) is to copy the American model is absurd.’ On the
contrary, we need to ‘make France a pioneer in Al for the
planet by strengthening transparency, research into low-impact
models, and the use of Al to support energy and environmental
transitions.”®

On this last point, the solution lies — as is often the case — in the
question of use and putting all technology back in its place as a simple
tool for a specific purpose... which must be defined collectively and
owned politically.

Will Al, an energy guzzler, make it possible to reduce and
rationalise global energy consumption? As Kak’s cartoon
suggests, if you ask it a question, Al will answer.

All that remains is to ask the right question.

3 Recommendation 5, in. Rapport IA : Notre ambition pour la France, Artificial
17 Intelligence Commission (authors Anne Bouverot and Philippe Aghion), March 2024.
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Can generative artificial intelligence help us to
know the truth?

The first response that comes to mind is without doubt
‘no’: after all, if this Al is supposedly generative, then
it generates content rather than telling us what actually
exists. Indeed, these artificial intelligences have in
theory no first-hand experience of the real world.
How would they know what is true and what is not?

We are all well aware of the issue of hallucinations:
when a large language model (LLM) invents a fact that
does not exist, in an effort to produce a probable text.
‘What did Napoleon eat before the Battle of Waterloo?’
‘An apple tart.’ It is not an absurd suggestion, but
it is not true. A language model struggles to tell the
difference because it operates through statistical
probabilities and not through precise research in a
database.

Of course, a model’s answer will often be right,
especially if the information requested appears
frequently in the data on which the model was trained
(e.q. the date of the Battle of Waterloo).

In short, the language model produces the plausible rather than the true and struggles to accept what it may not know.
In this, it is similar to the false scholars described by Descartes: ‘If they wish to know how to speak about all things (...),
they will achieve this more easily by contenting themselves with verisimilitude, which can be found without great difficulty
in all sorts of matters, than by seeking the truth, which is only gradually discovered in some, and which, when it comes to
speaking about others, obliges them to confess frankly that they are ignorant of them.’

What we may call the ‘peril of plausibility’ is enough to advise against the use of LLMs, in their current state, as simple
search engines or sources of raw information. But this peril goes further still. Beyond inaccurate facts, there is the
problem of banal ideas. A plausible text runs the risk not only of being false but of being average, normal. What could
be an advantage when writing an umpteenth press release becomes a disadvantage when inventing new ideas, or even

reporting on an original idea. All progress in knowledge
implies a departure from what is commonly accepted:
Galileo would not have been Galileo if he had submitted to
the common knowledge of his time.

Some therefore imagine a scenario where, by delegating
reflections to language models, humanity will end up
experiencing a ‘knowledge collapse’ leading to the loss
of real knowledge, drowned in increasingly distorted
summaries, trivialised by machines, to the point of

' Peterson, Andrew. Al and the Problem of Knowledge Collapse. (2024).

scientific regression. Without going quite that far, there
is a real risk of experiencing this phenomenon in
a company: if the company relies too heavily on
generative Al to process its knowledge base, it risks
losing its expertise.

Expertise presupposes not only knowledge of an entire
field, but also knowledge of its exceptions, irregularities
and extreme cases. An airline does not operate solely
thanks to the relevance of its technical documentation,
but, of course, thanks to the specific knowledge, anchored
in experience, of its engineers and specialised technicians,
who may remember unique and unlikely situations.

Nevertheless, it would be a cruel mistake to stop there.
Because, in other ways, and if we overcome this peril of
plausibility, generative Al can help us to make decisive
progress in the world of knowledge.

FIRST, WE MUST REALISE THAT THE POTENTIAL FOR A
TEXT WRITTEN BY Al NOT TO BE ‘TRUE’ IS NOT A FLAW IN
THE Al ITSELF; IT IS A FLAW IN OUR CRITICAL THINKING.

Too often we rely on arguments of authority: | am reading
this text by a great author, so | trust it. But the text itself
provides no certainty of truth, even when it is written by
a human. Its truth depends on the internal coherence of
its arguments, and it is incumbent on us as readers to
spot it.

The same applies to images: we have associated
photography with truth, but that is an all-too-easy
shortcut.

The photographer Annie Leibovitz declared that Al does



not worry her at all because ‘Photography itself is not
really real .2 It can be altered, and even without alteration,
it is only a transcription of photons on a plane, not the
object itself.

A TEXT WRITTEN BY Al MUST
THEREFORE BE READ

WITH A CRITICAL MIND

A text written by Al must therefore be read with a critical
mind... much like a text written by a human. In the words
of Roland Barthes, who would have been unperturbed by
ChatGPT, ‘the unity of a text lies not in its origins (...) but
in its destination’.3

SO WHAT CAN WE DO WITH THE PRODUCTS OF
GENERATIVE Al TO HELP US ADVANCE OUR KNOWLEDGE?

First, we need to focus on using these models as
processors rather than producers of information.
The language model is a universal translator, which can
not only translate English text into French and vice versa,
but also translate French text into a Python script, a poem
into prose, or an Excel spreadsheet into a PowerPoint
presentation.

2 ‘Photography itself is not really real. .. | use all the tools available’: Annie Leibovitz talks
Al, at her LAcadémie des Beaux-arts induction, Digital Camera World, 24 March 2024.

3 Barthes, Roland. ‘La mort de I'auteur’ (1968). In Le Bruissement de la langue (1984). 22

It can also translate a complicated text into a simple one,
and make fields communicate that would otherwise never
have spoken.

A small study recently showed that although ChatGPT
is often used by researchers to write the introductions
to their papers, as revealed by a measure of ChatGPT’s
language quirks in academic journals (for example, the
word de/ve, overused by ChatGPT), researchers do not
consider these introductions to be any less good than those
written by hand.*

If researchers make discoveries by themselves and
share them with the world with the help of ChatGPT, the
communication of knowledge is improved.

Fluid exchange between researchers is one of the key
factors in scientific progress, which is why printing has
contributed so much to the progress of modern science
since the Renaissance.

Generally speaking, this transformative capacity of LLMs
helps to improve communication at all levels: between
technicians and non-technicians, between different
specialities, and even between different personalities.

4 Sikander, B., Baker, J.J., Deveci, C.D., Lund, L., & Rosenberg, J. (2023). ChatGPT-4
and Human Researchers Are Equal in Writing Scientific Introduction Sections: A Blinded,
Randomized, Non-inferiority Controlled Study. Cureus, 15. (2023).
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More fundamentally, the language model can act as a
stimulus. We have seen that it tends to produce texts
and ideas that are plausible rather than true, but this is
not necessarily a fault. Innovators often need a sparring
partner to evaluate and test their ideas; every Sherlock
Holmes needs a Dr Watson, and an LLM is an excellent
Watson.

It is often by confronting common ideas that we come up
with unique ones. What is more, if the LLM spontaneously
tends towards the average, this tendency can be fought by
throwing it off track, by asking it to imagine ideas inspired
by unexpected sources. Indeed, by forcing it to interpolate
between usually distinct notions and inspirations (why
not, financial strategy and Vermeer’s art), the LLM will be
forced to create something new. Not everything will be
worthwhile, but valuable insights may emerge.

GENERATIVE Al CAN ALSO

COMPLETE UNNOTICED ASPECTS
OF A THOUGHT PROCESS.

Generative Al can also complete unnoticed aspects of a
thought process. You may be better than ChatGPT in your
area of expertise, but it is probably better than you in every
other area.

5 Jumper, J., Evans, R., Pritzel, A. et al. Highly accurate protein structure prediction with
AlphaFold. Nature 596 , 583-589 (2021).

23

You may have a new idea that only a human could have
originated, but the applications of this idea in fields other
than your own can no doubt be imagined better than you
by an LLM.

Finally, we cannot rule out the hypothesis that future
models will have much more advanced reasoning
capabilities than they do today, in particular by going
beyond the framework of the language model and linking
it with other architectures that are less subject to the peril
of plausibility.

PERHAPS WE WILL SEE ARTIFICIAL INTELLIGENCES
PROPOSING NEW THEORIES AND PUTTING THEM TO THE
TEST. THE POSSIBILITIES FOR DISCOVERY WOULD THEN
BE ALMOST INFINITE.

In the meantime, and provided we guard against the risks
mentioned above, we can be sure that major progress will
be made in the next few years, both thanks to generative
Al, serving as a support for innovators, and, let’s not forget,
thanks to non-generative Al, which is already enabling
superhuman tasks to be carried out, such as the massive
prediction of the structure of proteins®, the discovery of
new materials® or the reading of Roman papyri charred by
the eruption of Vesuvius.”

®Merchant, A., Batzner, S., Schoenholz, S.S. et al. Scaling deep learning for materials
discovery. Nature 624, 80—85 (2023).

7 The Vesuvius Challenge (2023).
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Generative artificial intelligence (GAI) is attracting a lot of attention. There is no shortage of evidence of this enthusiasm.
According to a survey carried out by S&P Global Market Intelligence among a sample of 728 companies, 49% really intend to
invest in GAI, 28% are looking closely at the issue and 23% are unsure. Factset, a financial data management company, tells
us that 179 of the 500 companies that make up the S&P 500 stock market index (36%) mentioned artificial intelligence
(Al) when presenting their results for the fourth quarter of 2023. This compares with a five-year average of 73. The
percentage is even higher in the tech sector (over 80%). The (absolute) number of references to Al was around 70 for the
‘champions’ Meta, Microsoft and Alphabet and over 100 for NVIDIA, the star of the market.

Individuals are not to be outdone in this matter. According to figures provided by the independent Canadian economic
research company BCA, ChatGPT, one of the pioneers of GAl, passed the threshold of 100 million users in two months.
By comparison, it took Facebook five years and TikTok one year to reach this level. Savers and investors are sensitive to the
development of this technology. In the American case, the stock market performance of the relevant shares is all the more
impressive as the chosen business model includes significant development in GAI.

US STOCK MARKET PERFORMANCE: ADVANTAGE FOR TECH AND EVEN MORE SO FOR GENERATIVE ARTIFICIAL INTELLIGENCE

7000
= NVIDIA = The ‘magnificent’ 7* = S&P 500 — NASDAQ

Indices Total Return (base 100 beginning of 2018)

08/29/2019 06/04/2020 03/M11/2021 12M16/2021

*Meta, Alphabet, Microsoft, Tesla, Amazon, NVIDIA, Apple
Source: Accuracy & Bloomberg




Why this interest? For individuals, it is no doubt out of
curiosity and also as an aid in content production.

For companies, the ambition is obvious and it is twofold: to
use a technology that is financially affordable and that will
improve the efficiency of the value creation process. For
investors, it is a question of betting now on a stock market
story that should be a winner.

Let’s take a closer look at three aspects of GAIl: the
cost of the necessary investments, its macroeconomic
impact and its valuation by the financial markets.

Let’s start with the costs. They can be grouped into three
main categories: IT infrastructure, model training and the
use of trained models. Two dynamics are emerging. First,
costs look to be proportionate to the size of the models;
second, a marked downward trend in costs is expected.

According to BCA, infrastructure and training costs could
fall by 75% by 2030. Use costs could fall even faster. Each
company wishing to use GAI must then determine the best
approach to do so: what size of model and how to obtain it
(developing it in-house or sourcing it externally).

It is worth noting that mastering the model will be a
constraint for most. The dual solution of one or more
smaller models produced from open-source code should be
the dominant one, as it is more economical. All this points
to the conclusion that many companies will embark on the
GAl adventure, provided, of course, that this perspective on
cost trends is borne out.

What will be the impact on the economy? A positive one,
of course, and a considerable one at that, if we believe the

UNITED STATES: IN SEARCH OF POSITIVE PRODUCTIVITY SHOCKS

opinion-makers that are the major investment banks and
international strategy consultancies.

Goldman Sachs is betting on an increase in world GDP
of USD 7 trillion over the next 10 years (with a level of
around USD 100 trillion in 2023), while McKinsey shows a
little less optimism, with a range of between USD 2.6 trillion
and USD 4.4 trillion.

Two comments come to mind.

First, academic literature concludes that the economic
impact of the generalisation of GAl is uncertain, in terms of
productivity, employment and therefore growth.

There is a lack of data and also a lack of information on the
economic policy support that should be put in place.

Second, it is possible to look back in history and recall
the productivity gains generated by the changes in
tech. Let’s look at the American case and draw a picture of
productivity trends in the United States since the end of the
Second World War.

The widespread introduction of personal computers (in
the 1980s) and the internet (in the following decade) led
to a surge in productivity.

This growth was not particularly spectacular: if we exclude
periods of recession, it stands at +1.8% per year between
1975 and 1979; +2.1% between 1981 and 1988 (spread of
the personal computer); +2.4% between 1989 and 2005
(spread of the internet); +1.5% thereafter (between 2006
and 2023).
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Given this hindsight, we are inclined to envisage a rather modest increase in productivity, and not over a very long period.
Without commenting on the impact of GAI on employment, might we be inclined to find that the Goldman Sachs and
McKinsey assumptions are perhaps over-optimistic? This two-pronged approach, even if only provisional, prompts us
to reconsider the attitude of the capital markets towards GAL. If implementation and operating costs fall as envisaged, and
if productivity and growth results are truly high, the translation of such expectations into share performance can be understood.

But what if this optimism is dashed?

The reasons for such disappointment are easy to imagine: as well as a failure to confirm the assumptions, we might imagine
soaring energy costs, onerous copyrights or a destabilisation of the labour market that economic policy initiatives struggle
to correct. All of this is to say that the capital markets appear to have adopted a rose-tinted scenario. Is this to the
point of exaggeration?

And then there is the question of the organisation of the GAI market. It is now dominated by some of the biggest players in the
tech industry. Is this situation sustainable? If not (due to action by the regulator or the emergence of new competitors),
what impact will this have on earning prospects and capitalisation multiples?






